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Abstract. This paper presents an experimental ”morphological analysis” retrieval system for mammograms, using Relevance-Feedback techniques. The features adopted are first-order statistics of the Normalized
Radial Distance, extracted from the annotated mass boundary. The system is evaluated on an extensive dataset of 2274 masses of the DDSM
database, which involves 7 distinct classes. The experiments verify that
the involvement of the radiologist as part of the retrieval process improves
the results, even for such a hard classification task, reaching the precision
rate of almost 90%. Therefore, Relevance-Feedback can be employed as a
very useful complementary tool to a Computer Aided Diagnosis system.
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Introduction

Over the recent years, content-based image retrieval (CBIR) systems are gaining
in importance [1,2,3]. Such systems extract visual features from the ”query”
image, e.g. color, texture or shape and perform a comparison of it with the
available images in a database, using specific similarity measures. The most
similar images are returned to the user.
The scenario described above uses low-level features, which are not capable
of capturing the image semantics, e.g. the high-level semantic concept that is
meaningful for a user. This is known as the semantic gap. In order to address
this gap, Relevance Feedback techniques have been developed since the early
and mid-1990’s [4,5]. In such a system, the user interacts with the search engine
and marks the images that he perceives as relevant or non-relevant. Taking into
account this feedback information, the engine ”learns” and improved results are
returned to the user during the next iteration.
The search engine is usually a classifier, trained by the relevant and nonrelevant samples, labelled by the user [6]. Support Vector Machines (SVMs) [7]
are often chosen for this classification scheme. They allow fast learning and evaluation, they do not need restrictive assumptions regarding the data, they are
flexible and they turn out to be less sensitive, compared to density-based learners with respect to the problem of class imbalance. Therefore, many Relevance
Feedback schemes use the 2-class SVMs for the classification step [8,9,10,11].

The type of the patterns that the search engine returns to the user for labelling is of high importance. For example in [11], the user labels patterns that
have been classified as relevant with high confidence, e.g., the furthest patterns
to the positive (relevant) side of the classifier. This can be easier for the user,
but gives no useful information to the system, leading to slow convergence. More
popular approaches adopt the active technique [9]. This approach provides the
user with the most informative patterns, e.g. the patterns closest to the decision
boundary, in order to improve the speed of the convergence.
Besides image retrieval, Relevance Feedback can also be employed to other
systems. In fact, Relevance Feedback was first introduced for the retrieval of text
documents [12], music [13], 3D objects [14] and more recently it was used for
medical image retrieval [15,16,17,18]. In such a context, the aim of a retrieval
system is to function in conjunction with a Computer Aided Diagnosis (CAD)
system. The radiologists can be provided with relevant past cases -according to
the query-, along with proven pathology and other information, making the diagnosis more reliable. Relevance Feedback seems an ideal scheme for the improvement of the performance of medical image retrieval systems, as it incorporates
the radiologist’s judgement, in order to capture the some higher-level semantic
concepts of the medical images. The judgement of such an expert is the result of
a very complex and vague procedure, combining a multitude of quantitative and
qualitative facts, as well as the radiologist’s experience, and therefore should be
taken into consideration.
From these works, only the one in [18] is referred to mammograms. However,
it restricts to a small number of images and focuses on micro-calcification clusters, in contrast to our work, which is based on a larger database and focuses on
masses. Furthermore, the whole approach is different, as it will become clear in
the following sections.
In this work, a Relevance Feedback scheme for the retrieval of mammograms
is presented. The system retrieves mammograms containing masses of the same
morphology as the query image. The system is tested on a dataset of 2274 masses
of the DDSM database [19], that originate from 7 distinct classes. The adopted
features for the shape description are first-order statistics of the mass boundary.
The latter is given as part of the annotation of the database. The obtained
results are promising, according to specific statistical measures and they show a
convergence of the relevant retrieved images, reaching the success rate of almost
90%.
The rest of the paper is organized as follows: In section 2, the mammographic
image database used is presented. The shape features extracted and the classifier
used are described in detail in section 3. Section 4 presents the results obtained,
while discussion and conclusion are summarized in section 5.
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Dataset

The methodology presented in this work was applied to images of the Digital
Database of Screening Mammography (DDSM), that are provided and described

in [19], available online freely for scientific purposes. This database consists of
2589 cases and each case corresponds to four mammograms, representing the two
breasts at craniocaudal (CC) and mediolateral (MLO) oblique views. The images
of the database are the result of a digitization procedure, using three different
scanners. All the images are analysed by expert radiologists and the corresponding abnormalities (4775) are annotated as calcifications (2201), masses (2556) or
other abnormalities (18). Each abnormality has been associated by pixel-level
ground truth information, provided by a radiologist, and a complete description
of the abnormality is given, including diagnostic assessment, subtlety and proven
pathology, as described in [19]. In addition, in case of calcifications, information
about the type and the distribution are available and in case of masses, the
description includes the mass shape and the mass margin.
The spatial resolution of the images is 50 μm/pixel or 43.5 μm/pixel and the
bit depth is 12 or 16 bits, according to the scanner used. A typical image of the
database is shown at figure 1.

Fig. 1. Left MLO image of the case 3088 of the database.
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3.1

Methods
Feature Extraction

For the case of a mass abnormality of a mammogram, a detailed pixel-based
ground-truth description is available, as figure 2(a) shows. In addition, characterization of the mass shape is given, including the following classes: Architectural
Distortion, Irregular, Lobulated, Lymph Node, Oval, Round, Tubular or Other.
Our goal is to predict the class of the shape, using the morphological characteristics of the boundary. The features adopted for this purpose are first-order

statistics of the Normalized Radial Distance, as presented in [20,21]. Obviously,
other features may also be used. Our choice is justified, by the simplicity of these
two features and by the high accuracy that is finally obtained.
First, the centroid of the mass is calculated, using cumulative distributions
of the projections in both x and y axes. Then, the radial distance sequence of
the centroid and the border pixels are extracted, using equation (1).
r

d (i) =

2

2

(x (i) − X0 ) + (y (i) − Y0 )

, i = 1, 2, ..., N

(1)

where the point (X0 , Y0 ) is the centroid and x (i) , y (i) are the parametric data
series of length N , corresponding to the border pixels.
In order to overcome problems associated with the non-convex shape of the
boundary, in relation to the mass centroid, the Radial Distance Function samples are calculated from the mass perimeter towards the centroid (and not vice
versa, as commonly used), as it has been pointed out in [22]. In addition, a
pre-processing stage of image dilation [23], using a 3 × 3 mask, is applied before
acquiring the borderline curve, so that to avoid problems with edge-following
techniques in cases of sharp corners. The boundary is traced at pixel level, starting from the pixel that corresponds to angle 0. The sequence of the pixels continues to follow the mass boundary counter-clockwise as figure 2(a) illustrates.
Finally, a normalization step is adopted using equation (2). The Normalized Radial Distance extracted from the mass boundary of figure 2(a) is shown at figure
2(b).
d (i) − dmin
dn (i) =
(2)
dmax − dmin
Seven simple curve features are now extracted from the Normalized Radial
Distance, meaning the dn sequence, using the following equations (3)–(9).
1. The mean value is estimated using equation (3)
m=

N
1 X
dn (i)
N i=1

2. The standard deviation is calculated using equation (4)
v
u
N
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(3)

(4)

3. The mass circularity is extracted according to equation (5)
C=

P2
A

where A is the area and P the perimeter of the mass.

(5)

(a)

(b)

Fig. 2. a) The segmented mass of the right MLO mammogram of case 3129, annotated
as Irregular, the mass centroid and the starting pixel on the boundary, and b) the
corresponding normalized radial distance signal.

4. The entropy is calculated using equation (6)
E=

B
X

Pk log (Pk )

(6)

i=1

where Pk are the probability values estimated using a B = 100 bins
histogram.
5. The area ratio parameter is estimated by equation (7)
AR =

N
1 X
(dn (i) − m)
m · N i=1

(7)

where AR = 0, ∀d (i) ≤ m.
6. The zero-crossing count Zc is computed as a count of the number of times
the dn signal crossed the average dn value.
7. The roughness index R is calculated by dividing the dn signal into small
segments of equal length and then estimating a roughness index for each one
of them according to equations (8) and (9)
R (j) =
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where R (j) is the roughness index for the j segment, L = 16 the number
of boundary points in each segment, k denotes the last segment of length L
and N is the total number of boundary points available.
3.2

Classification

For the classification of the masses of the database at step 0 of the Relevance
Feedback procedure, a simple Euclidean minimum distance classifier [24] is used.
The Euclidean distance Ei of query pattern q from all the available patterns pi ,
where i = 1, 2, . . . , Nt , is estimated according to equation (10).
v
u S
uX
2
Ei = t
(q (j) − pi (j))
(10)
j=1

where Nt is the number of all the patterns of the database and S = 7 is the
dimension of the feature space.
On the next steps of the process, an SVM classifier [25,26] is trained according
to the feedback of the user. In the simple SVM case, the system returns the
most ”confident” relevant patterns for labelling, while in the active SVM case,
the system returns the most ”ambiguous” patterns for labelling, as described in
section 1.
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Experiments and Results

For the evaluation of the Relevance Feedback scheme, the 2556 masses, included
in the database, are used. Note that apart from the detailed boundary of each
mass, a classification of the shape of the masses in the following classes is also
available: Architectural Distortion, Irregular, Lobulated, Lymph Node, Oval,
Round, Tubular or Other. The masses corresponding to the Architectural Distortion class are excluded from the experiments, as this characterization can be
extracted mainly by a comparison between the pair of breasts and not from a
mass boundary itself. We further exclude 27 masses that have been annotated
to belong to more than one classes. Thus the resulting size of the database is
2274 masses with 7 distinct classes. In order to evaluate the performance of the
retrieval results at each round of the RF, the precision curve [27] is used. The
R
precision at each round is defined as pr = N
, where N = 10 is the total number
of returned images to the user and R are the relevant images among them.
The experiments were carried out according to the following scenario:
– The user chooses a mass from the database as query image
– Repeat for steps 0 (no feedback yet) to 10 (user gave feedback 10 times)
• The system returns to the user 10 images for evaluation and the precision
is estimated
• The system returns to the user 10 images to label
• The user labels a subset of the images, as ”relevant” or ”non-relevant”

• The system is re-trained, using the feedback of the user as new information
The above scenario is repeated for all the images of the database, in order to
achieve more focused results. The system uses the simple SVM scheme [11],
according to which the user labels the most confident relevant patterns, or the
active SVM scheme [9], where the user labels the most uncertain patterns that
lie closest to the classifier’s decision boundary. In addition, the user is modeled
as follows:
– The ’patient’ user, that marks all the patterns returned by the system at
each step as relevant or non-relevant, that can lead to imbalanced training
sets.
– The less ’patient’ user, that marks up to four relevant and four non-relevant
patterns, among the patterns that the system returns at each step.
– The ’impatient’ user, that marks up to three relevant and three non-relevant
patterns, among the patterns that the system returns at each step.
– The ’lazy’ user, that marks up to two relevant and two non-relevant patterns,
among the patterns that the system returns at each step.
The average precision achieved at each iteration step for all the above configurations is shown in figure 3. Note that all the curves start from the same point
at step 0, as no information is given from the user. At step 1, the simple and
active techniques of the same type of user achieve equal precision rate, as the
available images at step 0 for each user type are the same for these two scenarios. However, at step 1 the user of the active scenario provides more informative
feedback than the one of the simple scenario, leading to a quicker convergence
of the classifier. This is the reason for the fact that active SVM outperforms the
simple SVM at steps greater than or equal to 2, always for the same type of user.
The maximum precision rate of 89.7% is observed for the case of active scenario
that the user marks up to 4 relevant and 4 non-relevant patterns and not for
the ’patient’ user, because probably the latter one creates sometimes imbalanced
training sets.
Figure 4 shows the average precision for each one of the 7 classes for the
scenario of active SVM and a usual user -not ’patient’, nor ’lazy’- labeling at
most 3 relevant and 3 non-relevant images at each step. The size of each class is
given in parenthesis, indicating the number of the masses in the database that
belong to each class. It is obvious that all the precision curves, except for the one
of the Tubular class (only 4 samples), are increasing monotonically. Therefore,
the retrieval process gives better results, on average, for all the classes as the
Relevance Feedback proceeds.

5

Discussion and Conclusion

In this work, Relevance Feedback has been employed as a complementary tool
to a Computer Aided Diagnosis system, that retrieves masses with similar shape

Fig. 3. Average precision at different steps of the RF procedure.

Fig. 4. Average precision per class for active-3pos-3neg scenario.

as the query one. The judgement of the radiologist is considered to be of high
importance to such a sensitive system as a medical application, where the errors
should be eliminated and therefore it is suggested to be taken into consideration.
The results, which almost reach 90% precision rate, show that the retrieval
process can be improved significantly, when the radiologist is incorporated in the
retrieval process, even for a hard classification task of 7 classes, using features
of first-order statistics.
The system converges much faster when the user is more actively involved
in the process, by labeling more samples as ”relevant” or ”non-relevant”. In
addition, the active technique converges faster to better results than the simple
one, while the average precision for each class (figure 4) follows the rules of the
Relevance Feedback scheme. The mammographic dataset used for the evaluation
is rather extensive, consisting of the large number of 2274 masses, categorized in
7 distinct classes; these facts ensure that the results presented are very useful,
reliable and consistent.
The system is also available online for any user at [28].
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